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Waste data instead of data waste: How to make your data 
available using the new Big Data technologies

Getting into Big Data: small steps to big 
data

By Ute Müller

Do you want to know more? Do you need quicker responses? That’s when a conventional 
relational database hits its limits, because to get more out of your data, you need to store it in 
as “raw” a form as possible. Customer portals, weighing systems, the electronic records pro-
cedure, and the increasing use of telematics in waste management generate large volumes of 
entirely differently structured data. This needs to be stored in a simple and permanent way, as 
well as assessed for your business success. Big Data is the solution, but what does that actu-
ally mean in concrete terms?  

What is Big Data for?

In the electronic records proce-
dure for waste management, XML 
documents with qualifi ed electronic 
signatures and many other docu-
ments are moved and stored. Mul-
tiple source receipts (more or less 
registered return vouchers) and 
technical acknowledgments of er-
rors and missing documents are cre-
ated in every transport of hazardous 
waste. Until now, signed documents 
have been stored in blob fi elds in re-
lational databases along with certain 
metadata in fi elds. The relevant data 
– or rather, data considered relevant 
at the time – was extracted from the 
receipts into the tables, and the rest 
was discarded.

Research over the life-
time of a document or re-
ports about XML fi le con-
tent that wasn’t copied 
into the metadata were 
thus impossible (see also 
the Connect article on this 
topic from April 2013). And 
the storage of large vol-
umes of XML fi les in clas-
sical databases also proved 
increasingly problematic. 
The solution for these 
problems is “Big Data” – 
there’s just one question. 
What is that exactly, and 
what is needed?

Consist ITU relies on open source for its Big 
Data solutions – the well-known MongoDB 
and the Hadoop ecosystem. Access is pro-
vided through the eANV Waste API.
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CONNECT SOLUTIONS

Rank System Comment

1 MongoDB +

HDFS+

Hadoop

  Metadata: MongoDB (powerful queries), HDFS fi les

  Hadoop and HDFS optional for small deployment  GridFS

  For "Low Latency": GridFS + ETL

(1) Dynamo DB 

+S3+

EMR

  Completely cloud-based, pay-as-you-go

  Administration and initial know-how very simplifi ed

  DynamoDB data modeling based on queries

2 HBase +

HDFS +

Hadoop

  Data model based on queries, documents in HDFS

  One ecosystem, good MapReduce integration, complex admin-

istration

  Not suitable for small deployment

3 DB +

Riak +

Hadoop

  Existing RDBMS can be used

  Hadoop optional for small deployment

  If Riak used for metadata  query materialization

Figure system architectures: a clear favorite emerged as the solution. 

Which NoSQL database is 
the right one?

There are many different NoSQL 
databases, and many more or less ap-
propriate function libraries for them, 
and they all have their advantages 
and disadvantages. How do you se-
lect the right one for a given issue? 
With the support of the Chamber of 
Commerce in Hamburg, we contact-
ed HITeC e.V. (the Hamburger Infor-
matik Technologie-Center at the De-
partment of Informatics at Universität 
Hamburg, see box on page 25) and 
discussed the issue with the experts 
there. Waste management use-case 
descriptions, non-functional require-
ments, shared workshops, and the 
expertise of HITeC e.V. led to the rec-
ommendation shown in the Balance 
fi gure. The favorite is of course the 
solution ranked 1: The system shown 
consists of three components, partly 
because this was the only way the 
different application scenarios could 
be covered. 

MongoDB is the NoSQL database 
common to all the scenarios, and 
depending on the application case it 
is supplemented with the two other 
components. Hadoop is a framework 
for scalable, distributed software (see 
http://en.wikipedia.org/wiki/Apache_
Hadoop ) and primarily represents an 
implementation of Google’s MapRe-
duce algorithm. Another important 
component of the Hadoop ecosystem 
is HDFS, a fi le system that stores very 
large volumes of data redundantly on 
multiple computers.

  Standard scenario: Moderate 
data volumes (in the gigabyte 

range) and standard reports, 
storage of fi les in MongoDB’s 
own GridFS 

  Medium scenario: Moderate 
data volume and custom report-
ing: Like the standard scenario, 
then transforms into an ETL 
based on HDFS, performing 
MapReduce reporting there and 
returning the results

  Comprehensive scenario: 
Large data volumes (in the tera-
byte range) and custom report-
ing; storage of fi les in HDFS, 
preparation of specifi c MapRe-
duce reports

How do you test Big Data?

To be able to model the particu-
lar aspects of a Big Data architecture 
during development or for demon-
strations, it is recommended to work 
with actual different computers, 
not just with VMs. A cost-effective, 
space-saving, and still suffi ciently 
powerful environment can be set up 

with Cubietrucks, for example (see 
the photo on the right). Systems like 
Cubietrucks that are based on ARM-
Socs provide energy-effi cient opera-
tions at moderate cost. This could 
represent a signifi cant argument in a 
scenario based on scaling using ad-
ditional computers. Our environment 
currently includes three computers 
with MongoDB and three computers 
with HDFS and Hadoop, each with 
750 GB hard drive capacity. Since 
the applications scale completely, ad-
ditional computers can be added as 
needed. 

An API for waste 
management and 
environmental protection

An interface with appropriate 
functions, an API, provides access to 
the NoSQL database. The functions 
for the storage of documents (XML, 
PDF, log fi les, etc.) take the special 
requirements of waste management 
data into consideration. The calling 
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About HITeC e. V.

The Hamburger Informatik 
Technologie-Center e.V. (HITeC) is 
a registered charity supported by 
members of the Department of In-
formatics at Universität Hamburg. 
The group is connected to Univer-
sität Hamburg through a coopera-
tion agreement. HITeC sees their 
chief tasks as:

  Execution of application-
oriented research projects

  Distribution of application-
oriented research results

  Execution of continuing edu-
cation events

  Organizing contacts between 
companies and students

  Improvements to practical 
education

  Support for start-up compa-
nies

Cubietrucks simulate a test environment for Big Data with different systems.

Defi nition of terms:

  MongoDB: (from “humon-
gous”, meaning gigantic): 
high-performance, schema-
free, document-oriented 
open source database

  GridFS: Protocol for retrieving 
fi les from MongoDB

  HDFS: high-availability, 
powerful fi le system for the 
storage of very large volumes 
of data on the fi le systems of 
multiple computers (nodes)

  Apache Hadoop: Framework 
for scalable, distributed 
software

  NoSQL: (Not only SQL): non-
relational databases

  ARM-Soc: Single-chip system 
in ARM

  ETL (process): Extract, Trans-
form, Load

  VM: Virtual machine
  MapReduce: Programming 

model (and name of the 
implementation) for concur-
rent calculations on very large 
volumes of data on computer 
clusters
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ERP system passes only the data and 
the documents, and doesn’t itself 
need to know anything about the 
special methods of Big Data storage.

For further information:

Ute Müller
Phone: +49 (0)40/30625-116
E-Mail: ute.mueller
 @consist-itu.de

Karsten Evers
Phone: +49 (0)431/3993-590
E-Mail: evers@consist.de

Predefi ned reports are available 
for data mining in the stored HDFS 
data using Hadoop, which can evalu-
ate the complex XML formats, for ex-
ample. Complete descriptions of the 
“life path” of a document can also be 
provided as needed, based on infor-
mation from transmission and receipt 
logs, log fi les, and acknowledgments. 
Time-consuming searching and re-
construction of individual documents 
is entirely eliminated. 

Of course, any other documents, 
receipts, or log fi les unrelated to 
the electronic records procedure 
(eANV) can be stored and searched 
in the same way. For example, data 
from street cleaning, combined with 
weathering information, salt con-
sumption, complaint data, and many 
more sources can yield a reliable 
planning instrument.  

For any application in waste man-
agement and environmental protec-
tion, the eANV Waste API from Con-
sist ITU can easily make the necessary 
Big Data functions available to your 
existing software.


